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Abstract

N

We propose a system capable of tracking the 3D posi-
tion and orientation of a head in real-time. 2D-trackers
run concurrently on two image sequences from a stereo
set-up, and combine the preciseness of AAMs with
the robustness of particle filters. Feature points are

mapped to space, from which pose is then estimated.

Introduction

N

Tracking the position and orientation of a head in three
dimensions is an important task in computer vision.

Possible beneficiaries include:
o surveillance/security systems;
o HCI systems;
o action recognition systems;
o motion capture systems.

Head tracking should, ideally, be as non-invasive as
possible and be performed in real-time. Unfortunately
these two requirements often have a negative impact
on accuracy and robustness.

The proposed system uses a passive stereo vision set-
up for acquisition, and an efficient tracker based on
active appearance models (AAMs). The tracker follows
a number of salient facial features in the two image se-
quences. The stereo geometry provides the positions of

features in space, and head pose can then be estimated
and tracked in 3D.

Increased robustness in the feature tracker is achieved
by combining AAMs with particle filters. This combi-
nation requires only a small amount of additional com-
putation time and we are able to maintain real-time
performance.
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Salient features on the face are tracked with a two-
dimensional tracker, separately in the left and right
camera views. The tracking information from the two
views is then at a later stage combined to construct
the three-dimensional tracker.

Tracking in stereo video

Each 2D-tracker is based on active appearance models
(AAMs) [1, 2]. AAMs allow tracking of the object shape
and pose (translation, rotation and scaling) simultane-
ously. The shape of an object is described in terms of
a deformation from some mean shape and, as a result,
corresponding points can easily be found.

Manual annotation is performed off-line for training
purposes. At present the system requires person-
specific training data but a larger training set, one that
encapsulates enough feature variation, may be suffi-
cient to track any (unknown) face successfully.

Features tracked in a synchronized pair of frames.

An AAM-tracker is quite sensitive to initialization and
therefore not robust against occlusions or fast object
movement. To increase robustness we use a combi-
nation of AAMs and particle filters [3, 4] The shape
and pose parameters of the AAM is incorporated into
a state vector, and the particle filter is then applied at
each time step to produce a robust estimate (initializa-
tion) for the next AAM-fitting.
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The 2D-tracker gives positions of feature points in the
image coordinates of the two cameras. |t should now be
possible to map them to 3D by straightforward stereo
projection. Note however that, because the two sets
are tracked independently, it may be necessary to first
enforce epipolar consistency by means of (for example)
Sampson correction.

Estimating 3D head pose

The collection of feature points in 3D should be suf-
ficlent to estimate the head’s position and orientation
for each frame. For illustrative purposes a generic 3D
face model is fitted, either

(1) by defining similar features on the face model
and finding a best fit between those and the
measured features; or

(2) by determining the change in pose from one
frame to the next and transforming the face
model accordingly.

The task of the 3D-tracker is
therefore to optimally fit one
set of points in 3D to another,
given also the known point
correspondences.

At present we restrict the re-
quired transformation to be
rigid, and find it effectively
and efficiently as a weighted
least squares solution. The
weights allow for features
whose 3D positions are less
certain, in this case particu-
larly those around the chin,
to have less of an impact on
the final estimated pose.

A generic 3D face
model is fitted to the

Experimental results

For experimentation we use two Dragonfly cameras from Point Grey Research, Inc. The cameras are positioned
roughly 200mm apart, just above the computer screen to face the user. An external synchronization unit aids in
capturing 640x480 greyscale images, and processing is performed on an Intel Core 2. Note that the 2D tracking
can be performed concurrently in the two separate image sequences.

Camera calibration is performed off-line. Full on-the-fly image
rectification is not necessary as the face is tracked independently
However, because of this very fact,
located features may easily violate the epipolar constraints of the
stereo system. Our experiments suggest that the tracker performs
well, however, and corresponding features are typically very close
to the epipolar lines (in the sense that their rectified y-coordinates

in the two video streams.

in the two images are almost equal).

Average running times are shown in the adjacent table. Our cur-
rent implementation is able to process approximately 20 frames
per second. Code optimization and other speed-ups are possible,
which would allow true real-time (say 30 fps) performance.

The figure below shows some frames from a video sequence and the estimated 3D pose for each. The system is
likely to fail in the presence of severe out-of-plane rotations, when some of the features disappear. Fast movements
are handled well, though, due to the particle filter. Recovery from partial or full occlusions, either in one view or
both, are generally good. A notable exception, however, is the recovery from an occlusion caused by another face.

Selected frames from the right camera video sequence (top), and the estimated 3D pose for each (bottom).
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Independently tracked features fit the epi-
polar constraints of the stereo system well.

process time (ms)
tracking in 2D 40
mapping features to 3D 5
estimating pose 5

features in space.
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Future work

~

There are chiefly two problems in the handling of occlu-
sions. The first is that of self-occlusions, particularly
when an out-of-plane rotation causes some of the fea-
tures to disappear from the camera’s point of view. The
second problem occurs when the face being tracked is
occluded by another face. As soon as the two split
apart there is confusion as to which is which. The par-
ticle filter may prove useful here, if sufficient movement
history can be integrated.

Another aspect to consider is the non-rigidity of a face.
Our current system tracks only position and orientation
but, because individual facial features are available, it

would be possible to also model expression, e.g. for use
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